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Artificial Intelligence can play a role 
in most parts of the radiotherapy chain

Huynh et al, Nature Reviews Clinical Oncology, 2020



We envision a fully AI augmented radiotherapy 
clinic for the future

Smart patient scheduling

Shared decision making

Patient monitoring

Image acquisition

Image segmentation

PROM collection

Dose optimization

Quality assurance analysis

Response monitoring

Ambient listening and transcription

Chart review
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Look at us – aren’t 
we visionary and 

clever?!

Uhh … yes … but 
will my treatment 

be better?

You sure are!
- now, when will I 

see this improve my 
clinical practice?



What categories of impact do we expect from 
AI in a clinical context?

Feasibility only

Plausible outputs
without a predefined

impact endpoint

Technical,
analytical or

geometric
validation

Performance metrics
without evidence of
downstream effects

Workflow or
pathway-level

effects

Measured effects on
time, throughput
or staff workload

Clinical decision
or pathway

Changes to clinical
decisions, plans or

delivered treatments

Patient, service
or resource
outcomes

Demonstrated effects
on patient outcomes

or service delivery

System-level
or societal value

Sustained, scalable
benefits for health

systems and society

Descriptions of levels adapted  from website DLinRT.eu



Example: Multiple studies confirm the ability of 
deep learning models to segment target volumes



Time measurement:

Most literature on AI in RT reports technical 
evaluation of quantitative metrics

Images from Kiser et al, J Dig Imag, 2021, and generated using ChatGPT5

Measures of benefit

Ren et al, Acta Oncol 2021 



    

    

Qualitative metrics are employed to mimic 
evaluation in clinical settings 

Turing test:

Likert scale:

Acceptability

Images generated using ChatGPT5

                                         

                                             

Buhl et al, Radiother Oncol, 2024



Most AI in RT studies rank in the lowest 
impact categories
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We need to build the evidence for impact – 
from feasibility to clinical outcome

Levels of impact:

Workflow effects

Clinical decision

Technical 
validation

Feasibility
only

Outcome measure

Societal value

Descriptions of levels adapted  from website DLinRT.eu



There are few high-level trials testing improved 
clinical outcome in RT using AI

• SHIELD-RT:
• RCT with 963 patients

• Machine learning accurately triaged 
patients directing clinical management 
with reduced acute care rates versus 
standard of care

• ASTuTE:
• Multicentre implementation trial and 

prospective registry collection of real 
world data – goal 800 patients

• Multimodal AI biomarkers for  
prognostic and predictive outputs, 
guiding short-term androgen 
deprivation therapy



GTV-T GTV-N

PROSA-GTV – a randomized trial of manual vs AI-assisted target delineation 
in head and neck cancer:

Initial 
delineation

Changes at 
conference

Primary endpoint: 
Magnitude of changes 
performed to the initial 
contour at conference.

Rasmussen et al,  in revision Radiother Oncol

A recent high-level trial tests workflow and 
decision impact in RT using AI



We need to build the evidence for impact – 
from feasibility to clinical outcome

Levels of evidence: Levels of impact:

Descriptive or 
no peer-reviewed evidence

Exploratory or single-
center technical validation

External, independent or 
multi-center validation

Prospective/ 
comparative or 
decision-grade 

synthesis
Workflow effects

Clinical decision

Technical 
validation

Feasibility
only

Outcome measure

Societal value

Descriptions of levels adapted  from website DLinRT.eu
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We need to build the evidence for impact – 
from feasibility to clinical outcome

Evidence
Impact

Data from website DLinRT.eu (accessed Sept 30, 2026)
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Why are we not moving on the impact-evidence 
scale?

• We do not have a consensus on which levels of 
evidence are needed for different uses of AI

• We have not designed scalable frameworks for efficient 
model simulation → pilot → deployment tests

• We have a knowledge gap between disciplines 
hindering transferal of AI applications into meaningful 
clinical processes

• We direct our focus towards model development and 
performance, while neglecting the human factor

• Models are small and task specific – they are not 
scalable



Why are we not moving on the impact-evidence 
scale?

• We do not have a consensus on which levels of 
evidence are needed for different uses of AI

• We have not designed scalable frameworks for efficient 
model simulation → pilot → deployment tests

• We have a knowledge gap between disciplines 
hindering transferal of AI applications into meaningful 
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• We direct our focus towards model development and 
performance, while neglecting the human factor

• Models are small and task specific – they are not 
scalable

Research questions

Governance/policy



Human perception, adoption and interaction 
with AI are becoming crucial factors 

• High model performance on its own is insufficient for sustainable 
implementation that benefits patients and clinicians 

• Human factors considerations become essential for successful clinical 
deployment of AI
• Model transparency

• Decision impact feedback

• Interactive model prompting

• Agentic process planning

Relevant and interesting AI research questions



Model transparency aims to facilitate correct 
interpretation of model output

AI models mis-identify 
tumor regions due to 
lack of image contrast

Prediction probability map
Prediction probability map



Interactive model prompting aims to include 
clinicians in decision making

Local task-
specific data

M  et  l, ”Segment anything in medical images, 
Nature Communications, 2024



Interactive model prompting aims to include 
clinicians in decision making

Local task-
specific data

M  et  l, ”Segment anything in medical images, 
Nature Communications, 2024

Real-time capture: 



Agentic process planning aims to automate and 
optimize treatment decision and planning 

PlanningCopilot · Mount Sinai

62 / 62
lung plans met all clinical goals; 21/21 
passed measured QA

Guo H, et al. Med Phys. 2026;53:e70665

Reference-free agents · Duke

No reference plans
physician-guided, no fine-tuning; OAR 
sparing comparable to clinical (H&N)

Yang D, et al. Med Phys. 2026.

Local LLM · Henry Ford

45 min
median agent compute per prostate 
VMAT plan; all 70B-RAG plans clinically 
acceptable; data stays on-site

Nusrat H, et al. Med Phys. 2026;53:e70654

Off-the-shelf LLMs · Peking Union

~10–16 min
per cervical VMAT plan vs ~20 min 
manual; OAR sparing not significantly 
different

Wei S, et al. Radiat Oncol. 2025;20:77

Read → Plan → Evaluate → Revise → Explain

Slide courtesy of Carlos Cardenas, ASTRO 2026



We are closing in on ”superhuman” AI …

Ray Kurzweil
TIME Magazine 2011

Deep learning

ChatGPT



How do we evaluate AI that may surpass 
human performance?

• Models already exceed human performance on narrow metrics

• Setting human performance as the 100% performance threshold will 
limit potential

• Autonomous, generalized AI needs new evaluation framework to 
promote paradigm-shifting performance

From Bitterman presentation, ASTRO 2026



Large models have distinct advantages but also 
pose challenges

Large models (LLMs, LVMs, multimodal):

• C n exhi it “superhum n” perform n e

• Can be interactively prompted

• Are general purpose and robust

• Rely on large amounts of data – often “wil ”   t  

• Can be difficult to evaluate

• Require large resources for training and running



Can we make an RT domain specific large model 
trained on controlled data?



The AIM@CANCER research center aims to 
build a large population bespoke model for radiotherapy

1,528 NVIDIA H100 GPUs

https://www.google.com/search?sca_esv=61d4dbf66945b305&rlz=1C1GCEU_enDK962DK962&sxsrf=AE3TifMLZgIZS7SW7QU-nZYBdWeuXLxG_A%3A1757490724807&q=NVIDIA+H100+GPUs&sa=X&sqi=2&ved=2ahUKEwixoeSS282PAxUAbfEDHZD0M5oQxccNegQIGhAB&mstk=AUtExfCuLNkj8CXilY1THQkEfvtEyodcV9NdXbRQlYA4aZ1ayCKAnUo6ZhKMaA0-HtszX6_nRvZsrJGylZU1XCxwLiFuE1b8v_pQzFJ8HybUSLHXOf_SQP1AQjvLDyM_BS7eOFWx7W2ltTk5Nf4W0t3gft1E0dpd7Tmzp2JloIH3zreOHb2ETSeYkSoMkvZBQz6L_QArw9qTdpTldXLvtQ2_zOT-tgmdpVRMNHVF2GBifRmv1s3GxVhwOxYyaTooOY2lHp59qy00ged7NWD6EqatsAqo&csui=3


With AIM@CANCER, we aim to generate 
evidence for clinical impact of large models in RT



Evidence for AI in radiotherapyEvidence AI



AI for Evidence in radiotherapyAI Evidence



AI-based autocontouring for reduction 
in inter-institutional dose variations



Virtual clinical trial concept facilitated through 
generation of synthetic data sets  

Li et al, presented at ESTRO2026, submitted to red journal



Take-home messages

• Clinical evidence for impact of AI in radiotherapy remains limited –
particularly for impact on patient outcomes. 

• Most current evidence concerns workflow and implementation, 
while prospective clinical trials are beginning to emerge. 

• We need to focus on human factors in AI implementation as an 
interdisciplinary spectrum of research. 

• Large generative AI models pose particular challenges, that we need 
to address including data provenance and superhuman performance. 

• AI can enable clinical evidence generation – through harmonization, 
scalable RTQA and analysis of clinical-trial data. 



Thank you!

Emma Skarsø Buhl

https://github.com/Aarhus-RadOnc-AI

Mathis Rasmussen Jesper Eriksen Jasper NijkampJintao Ren Anne IS Holm Jesper Kallehauge Lasse RefsgaardBirgitte Offersen Zixiang Wei
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